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RTGS – What is it? 

• The Real Time Gross Settlement system allows banks to settle 

payments after lodging collateral with us. Thereby removing the 

systemic risk of any bank going under owing money to other 

banks within the CHAPS community.  

i.e. A bank can’t go overdrawn, and therefore cannot send a 

payment it does not have the money to back up. 

• Money held within RTGS can also be used to fund the banks 

CREST accounts. 
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RTGS - Throughput 

• On average it processes 133K payments during a 10 hour day. 

• £264bn is the average total of CHAPS payments, but with 

anything up to £400bn.  

• A further £300bn is sent to the CREST system to be used in 

settlement there. 

 

• It is sized to perform 300K in 3 hours – although we can do it in a 

little over 2.  

This last part was quite crucial in our data replication needs. 

• 2 hours equates to 42 payments a second. 
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Our Requirements For Data Replication 

• The Bank felt it needed more sight of irregular payment flows 

between banks, along with better Management Information for 

both the Bank and the member banks. 

• This information needed to be held off the Tandem so the main 

functions of RTGS were not affected. 

• We needed to replicate approx 160 SQL tables (no Enscribe) with 

750 writes, 750 updates and 200 deletes per second from approx 

60 processes. Alongside double this throughput in the TMF audit 

trail for Enscribe updates. 
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What Did We Choose And Why 

• Having another Tandem to keep the data was not even looked at 

(shame – but no real surprise), as we could have just used RDF. 

• We decided to use DRNet from Networks Technologies 

International after performing some testing with it and another 

product.  

• During these fairly simple tests on just a few tables but with a lot of 

inserts from multiple processes, it performed more than 

adequately. 
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DRNet Setup 

• DRNet has 2 parts, the Tandem end, and the Open Windows 

server end. The open end runs on Unix/Linux too. 

• NTI recommend running the open end on the same server as the 

SQL server. However, our DBAs don’t like running anything other 

than SQL Server on the server so we opted to have the Open 

software on a separate server. This is something that NTI had not 

come across with any of their other clients. 
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DRNet Pictorially 
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Day 1 

• The software was easy to install and set up initially, although there 

is no config file as such, we created some scripts to take 

parameters such as the size of the queues and list of files etc, and 

build it on the fly.  

• DRCOM has no standard error messages so it’s impossible to 

check to see if anything has worked as expected. So we capture 

the DRCOM output to the spooler, check it on trialling and assume 

it will work on live – which it should as it’s an exact copy. This is 

on NTI’s list of things to look at as it is not ideal. The response we 

got was that they type the commands in and see if they get a 

suitable response. 
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Day 2 

• Initial testing went smoothly – but with no volumes. The setup 

seemed sound enough – data was getting through. We had a 

couple of mismatched columns, where the Open end had not used 

a big enough numeric type, but these will only be visible once you 

start sending real data. 
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Day 3/4 – ish 

• First volumes test (43 payments per second) 

• DRNet failed catastrophically after 5 minutes – the queues built up 

and DRNet couldn’t recover. 

• We resized the queues and tried again. 

• Second volumes test had similar issues but after a longer time – 

so the queues did work – to a point. 

• The users eventually said, that if in the event of us having to run in 

these extreme situations for real that we would turn off DRNet so 

we could eventually go live. 

24 May 2012 



First live day 

• Daytime usage was good, although we did see small queues 

building up from time to time. We didn’t really expect this as the 

volumes are so low during a normal day. 

• Batch run – DRNet filled a different queue to the one’s we’d 

increased for the volume tests and died. This queue is used for 

long running transactions which we only see during batch. This 

was increased and the databases resync’d. 
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Second Live Day 

• Second batch run we ran into a “throttling” issue where DRNet 

notices that the SQL Server is not responding as quickly as it 

should and slows the throughput down. Unfortunately, it can get 

stuck in this mode and never come out.  

• We turned throttling off, and resync’d the database again. 

• We noticed that it was taking over 10 hours for DRNet to catch up 

with our batch run – we were in danger of running into the next 

day. 
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Long Catch Up Period 

• During our investigations, we found that two tables in particular 

were taking the longest time to catch up. Between them they had 

over 300K deletes done in 2 transactions, although other tables 

had 100K deletes too but weren’t taking as long. 

• This is when we found that the DBAs had not set up all of the 

primary keys that we had on the Tandem. When the inserts 

happened, SQL Server wrote them on the end of the table (it 

assumed it was a heap rather than keyed) which is fine for during 

the day, but when we came to delete a record it had to read the 

whole table for every delete (300K) to ensure it deleted all relevant 

records – but of course there was only 1! 
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Long Catch Up Period Continued 

• We checked all primary keys and found a few more which were 

missing but they had less impact because they were much smaller 

tables. 

• When we added the primary keys to these tables the catch up 

period dropped to 5 hours. Still longer than we’d like as our batch 

takes less than 2 hours to run.  

• After a week, we noticed that the catch up times were slowly 

increasing. It was now up to 6 hours and seemed to be getting 

longer each night. 
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Long Catch Up Period Continued 

• Several issues were found on the SQL Server :- 

– Misconfigured TEMPDB 

– 4K blocks used instead of 32K 

– SQL Server was set to use all available memory so nothing else got a 

look in. 

– Table defragmentation not run on a regular basis (this was a red 

herring as we don’t do it now) 

– Dodgy SAN connection which kept losing access to TEMPDB 
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Still The Long Catch Up Period…. 

• We added extra DRNet distributors, and links adding extra 

services on the Open server, and whilst performance improved a 

little bit, we were still stuck. 

• RTGS sits on it’s own LAN, and the SQL server sits outside and 

we even started looking into if the Firewalls were a bottle neck. 

• Things were getting desperate.  

• NTI during all this time were very helpful – they couldn’t believe it 

as none of their other customers had this issue – but then none of 

the other customers had our throughput requirements on such a 

small Tandem either! 
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Many Tests Later 

• After performing many many tests – too many to mention, and 

trawling through gigabytes of SQL Server trace data, we got to the 

bottom of our performance issues! 

• We’d noticed that from the trace data for every update (or delete) 

the server performed several thousand reads. The DBAs were 

stumped, but eventually we all found on the internet, on the same 

night, that this can be caused if your database is using a single 

byte character set, but the requester is using a multi byte 

character set.  

By default, the driver that DRNet utilises uses a MBCS! 

• Turning it to SB and our performance went through the roof! 
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Performance now 

• We were getting approx 7 updates per second before finding the 

MBCS issue, afterwards we were getting upwards of 900. 

• DRNet is now up to date with batch.  

Instead of 5 or 6 hours later, it’s 5 or 6 seconds. 

• However, this is not the end of the performance story. Whilst 

DRNet does do fantastically well, it still can’t keep up with our 

required throughput. When we run volume tests it keeps up for 

longer (over half the test), but eventually it still gets behind (not 

stuck). 
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Issues 

• The manual is not the best – but they’re working on it. 

• You need 2 DRNet environments on the one machine.  

Not so much an issue, just an extra overhead. 

• DRNet can still get stuck in throttling mode. 

• Doesn’t replicate Purgedata. 

• We occasionally get deadlocks, but we don’t know why. They 

haven’t happened since turning tracing on the SQL server! 

• Warm off the press - Issue with replicating DateTime fields – 

looses the 3 least significant digits.  
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Lessons To Learn 

• Keep your DBA in your back pocket.  

Even if it’s only to get hold of SQL Server traces. 

• Ensure your DBA creates the same primary keys as you have on 

the Tandem. They won’t however, in general, need the same 

indexes. Do not assume that they have done it – check it yourself. 

• Unless you need it turn off multi byte character sets. If you do 

need it, have separate DRNet Open services for the MBCS and 

non-MBCS tables. 

• Make your testing as live like as possible – from overall throughput 

to number of records updated/deleted in a transaction.  

They can all have an effect. 
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Thank you for listening. 

 

I hope it has been helpful. 

 

Los Endos 


